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Course short description This course is designed for social scientists who want to go beyond basic
bag-of-words text analysis, which treat words or n-grams as distinct symbols and texts as unordered
collections of such symbols, and learn how to use the latest deep learning methods, which overcome
the limitations of bag-of-words text analysis, in their research. Participants will be introduced to neural
text embedding techniques and learn how they enable modern applications of large language models
(LLMs) and related methods in social science analyses.

About the instructor Hauke Licht is assistant professor of Computational Political Science at the De-
partment of Political Science and the Digital Science Center at the University of Innsbruck. He has re-
ceived his PhD from the University of Zurich and previously worked as post-doctoral researcher at the
University of Cologne. In his research, Hauke develops and applies computational text analysis methods
to study political communication, electoral competition, and democratic representation with a focus on
deep learning methods, annotation, and multilingual analyses.
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Course Description

This course is designed for social scientists who want to go beyond basic bag-of-words text analysis,
which treat words or n-grams as distinct symbols and texts as unordered collections of such symbols,
and learn how to use the latest deep learning methods, which overcome the limitations of bag-of-words
text analysis, in their research. Participants will be introduced to neural text embedding techniques and
learn how they enable modern applications of large language models (LLMs) and related methods in
social science analyses.

Participants will learn about the conceptual motivation and methodological foundations of text embed-
ding methods and large language models. Participants will also get hands-on experience with applying
text embedding methods for discovering latent clusters and representative documents in large text
corpora. Participants will learn how large language models like GPT, Claude, or Qwen work and how
to use them for classifying, extracting, scoring, or ranking texts - even when participants have little or
no labeled data. Further, participants will fine-tune smaller Transformer-based language models, like
BERT, to replicate the annotations of human coders or LLMs and learn how to use advanced techniques
like few-shot learning when labeled data is scarce.

Throughout the course, participants will work with real datasets, try out different tools and approaches,
and get feedback on their own research ideas. We will focus on practical skills and real research prob-
lems, using Python throughout.

Along the way, we will discuss important issues like how to check if their models are working well, how
to avoid common pitfalls, and how to think critically about the results participants get from automated
text analysis. Ethical considerations and practical tips for using these methods in social science research
will be a key part of our discussions.

Importantly, this is an advanced-level course. Participants should have prior knowledge of basic text
analysis techniques. Specifically, they should have experience with standard bag-of-words pre-processing
techniques and text representation approaches, such as word count-based document-feature matrices.
Moreover, participants should have experience with programming in Python (see Course Prerequisites
section below for more details). The lecturer cannot introduce or repeat basics in Python programming
in the course due to limited time.

Course and Learning Objectives

By the end of the course, participants will:

+ know the methodological foundations of text embedding methods, transfer learning,
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Transformers, and large language models (LLMs)

« be able to apply these methods to analyze social scientific text data

+ be able to apply these methods to measure social science constructs in text data

« be able to reflect critically about the application of the techniques in social science research,
including relevant ethical considerations.

Prerequisites

« Basic knowledge of Python

- creating and manipulating strings, lists, and dictionaries
- creating and interacting with objects, classes, and methods
- reading and manipulating data frames with pandas
- using loops
- defining new functions
« Prior knowledge of basic quantitative text analysis methods

- (conceptual) knowledge of quantitative text analysis methods (e.g., dictionary analysis,
topic modeling, or supervised text classification) is strongly recommended

- bag-of-words text pre-processing (“tokenization”) and representation (i.e., how to represent
document with word count vectors) can be an asset

+ Basic knowledge of quantitative research methods

- understanding of linear and logistic regression analysis
- abasic understanding of matrix algebra might be helpful but is not required

Forthose who would like a primer or refresherin Python, we recommend taking the online workshop “In-
troduction to Python” and/or the online blended learning course “Introduction to Computational Social
Science with Python”.

Software and Hardware Requirements

« Hardware requirements
Participants must bring their own laptop to this course. Because we will work with
computationally demanding models and methods, participants must determine whether their
laptop will be capable of supporting these. Please check the specification of their machine
against the following minimum hardware requirements. If their laptop does not meet the
requirements, participants will need a Google Colab license (see next point).
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- Windows/Linux: i5 or Ryzen 5 CPU, > 16GB RAM, with a dedicated NVIDIA GPU with > 4GB
VRAM (better: 8GB)
- Mac: any M-generation laptop (M1-M4) with at least 8GB of unified memory (better: 16GB+)

+ Cloud computing

- Itisrecommended that participants create a Google Colab account and are required to do
so if their laptop does not meet the minimum hardware requirements specified above.
Google Colab is a cloud-based alternative to using their own laptop to perform
computations. GPU time on Google Colab is charged, but relatively inexpensive.
Participants who want to use this option should budget a maximum of €20 for GPU credits
(e.g. in the form of a monthly Pro plan subscription; the current price of the Pro plan (March
2026) is €11.01 per month), in case the free quota is not sufficient for the course.

- Itisrecommended that participants create a Hugging Face (HF) account to be able to use the
HF Inference Providers service of running open-weights LLMs. Participants should budget
about 15€ for using this option (including a Pro subscription for the duration of the course).

« Python
Participants must have Python (> 3.11), pip, and Jupyter Notebook installed on their laptop.
Required Python libraries:

text analysis/NLP: transformers, sentence-transformers, BERTopic, turftopic,
setfit

LLM inference: openai, huggingface_hub, outlines, pydantic

data analysis: scikit-learn, umap, hdbscan

others: numpy, scipy, pandas

The instructor will distribute concrete instructions for the Python setup and a comprehensive list
of required libraries before the course and assist with any remaining setup problems on the first
day of the course.

Organizational Structure of the Course

The course will be organized as a mixture of lectures and exercise sessions. We will switch between
lectures and exercises throughout the morning and afternoon sessions of the course. In the lecture ses-
sions, we will focus on explaining core concepts and methods. In the exercise sessions, participants will
apply their newly acquired knowledge. Both will be available to answer questions and provide guidance
during the entire course.
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Day-to-day Schedule and Literature

Note: PDF copies of the recommended readings references below will be made available via Moodle.

Day 1-21. September 2026

Neural text embedding

We will begin by reviewing the limitations of count-based bag-of-words document representations and
the methodological intuition that motivates embedding-based alternatives. You will learn about classic
static word embedding methods, like Word2Vec, as well as the contextualized embedding techniques
that power state-of-the-art transformer-based language models like BERT, GPT, and related models.

In the practical exercises, you will learn how to use transformer models for text embedding with the
transformers and sentence-transformers Python libraries and how to use these embeddings for
document retrieval and clustering with libraries like scikit-learn, umap, hdbscan, and turftopic.
During the exercise time, the lecturer will be available for troubleshooting technical issues participants
encountered when trying to set up their Python environment.

Recommended literature

goldberg_primer_2015: Yoav Goldberg (2015). A Primer on Neural Network Models for Natural
Language Processing. arXiv: 1510.00726 [cs]

rodriguez_word_2021: Pedro L. Rodriguez and Arthur Spirling (2021). “Word Embeddings:
What works, what doesn’t, and how to tell the difference for applied research”. In: The Journal
of Politics 84.1, pp. 101-115. pol: 10.1086/715162

jurafsky_transformers_2025: Daniel Jurafsky and James H Martin (2025). “Transformers”. In:
Speech and Language Processing: An introduction to speech recognition, computational
linguistics and natural language processing. 3rd edition. URL:
https://web.stanford.edu/” jurafsky/slp3/8.pdf

alammar_illustrated_2018: Jay Alammar (2018). The Illustrated Transformer. Jay Alammar:
Visualizing machine learning one concept at a time. URL:
https://jalammar.github.io/illustrated-transformer/

hugginface_transformers_2026: Hugging Face (2026). How do Transformers work? - Hugging
Face. URL: https://huggingface.co/learn/l11lm-course/en/chapterl/4

reimers_sentence-bert_2019: Nils Reimers and Iryna Gurevych (2019). “Sentence-BERT:
Sentence Embeddings using Siamese BERT-Networks”. In: Proceedings of the 2019 Conference
on Empirical Methods in Natural Language Processing and the 9th International Joint
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Conference on Natural Language Processing (EMNLP-IJCNLP). Association for Computational
Linguistics. bol: 10.18653/v1/D19-1410

grootendorst_bertopic_2022: Maarten Grootendorst (2022). BERTopic: Neural topic modeling
with a class-based TF-IDF procedure. pol: 10.48550/arXiv.2203.05794. arXiv:
2203.05794 [cs]

kardos_turftopic_2025: Marton Kardos et al. (2025). “Turftopic: Topic Modelling with
Contextual Representations from Sentence Transformers”. In: Journal of Open Source Software
10.111, p. 8183. poI: 10.21105/joss . 08183

Further reading

« methodological foundations: Turney and Pantel (2010), Vaswani et al. (2023)

« quantitative text analysis introductory and overview articles: Grimmer and Stewart (2013),
Boumans and Trilling (2016), Wilkerson and Casas (2017), Atteveldt and Peng (2018), Gentzkow,
Kelly, and Taddy (2019), Schoonvelde, Schumacher, and Bakker (2019), Benoit (2020),
Bonikowski and Nelson (2022), Grimmer, Roberts, and Stewart (2022), Ash and Hansen (2023),
Nielbo et al. (2024), Bachl and Scharkow (2024)

« food for thought: DiMaggio (2015), Baden et al. (2022),

Day 2 - 22. September 2026

From concepts to measurements with large language model (LLM) prompting

We will begin by discussing how to measure social science concepts in texts. You will learn about cen-
tralideas and principles in quantitative content analysis, such as conceptualization, text annotation and
coding, reliability and validity, and how they relate to modern computational text analysis methods in-
cluding text embeddings and LLMs.

You will then learn about “in-context learning,” a way to give an LLM instructions, called prompts, so it
can complete text annotation tasks for you. You will apply LLMs to automate text annotation tasks. We
will cover practical tips for writing clear prompts and show how different prompt styles work for different
types of tasks, like classifying texts into categories, extracting information, scoring, or ranking.

In the hands-on part, you will work with real datasets from social science research. You will practice
using Python tools like openai, transformers, outlines and pydantic to send prompts to LLMs, re-
ceive their responses, and format the results in a structured way. You are encouraged to bring your own
ideas or problems to work on during the exercises. However, the lecturer will also provide examples for
participants who might not have a concrete project of their own to work on.
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Recommended literature

Content Analysis

krippendorff_conceptual_2022: Klaus Krippendorff (2022). “Conceptual Foundation”. In:
Content Analysis: An Introduction to Its Methodology. Fourth Edition, Chapter 2. por:
10.4135/9781071878781.n3

neuendorf_defining_2017: Kimberly A. Neuendorf (2017). “Defining Content Analysis”. In: The
Content Analysis Guidebook. Second, Chapter 1. pol1: 10.4135/9781071802878.n1

LLM prompting

halterman_codebook_2026: Andrew Halterman and Katherine A. Keith (2026). “Codebook
LLMs: Evaluating LLMs as Measurement Tools for Political Science Concepts”. In: Political
Analysis 34.2, pp. 188-204. poI: 10.1017/pan.2025.10017

ornstein_how_2025: Joseph T. Ornstein, Elise N. Blasingame, and Jake S. Truscott (2025). “How
to train your stochastic parrot: large language models for political texts”. In: Political Science
Research and Methods 13.2, pp. 264-281. DOI: 10.1017/psrm.2024 .64

weber_evaluation_2023: Maximilian Weber and Merle Reichardt (2023). Evaluation is all you
need. Prompting Generative Large Language Models for Annotation Tasks in the Social Sciences.
A Primer using Open Models. bo1: 10.48550/arXiv.2401.00284. arXiv: 2401.00284 [cs]

tornberg_best_2024: Petter Tornberg (2024). Best Practices for Text Annotation with Large
Language Models. Dol1: 10.48550/arXiv.2402.05129. arXiv: 2402.05129 [cs]

Further reading

« methodological foundations: Radford et al. (2019), Brown et al. (2020)
« food for thought: Balluff et al. (2026) McLaren et al. (2026)

Day 3 - 23. September 2026

Morning session: Hands-on large language model prompting and 1-on-1s

On the third day, we will tackle real-world challenges that come up when using LLMs for text annotation
in research. We will start by learning how to check if an LLM is doing a good job, using simple metrics like
the F1 score to measure reliability. You will see that while newer and bigger models tend to do better,
they also often consume more energy, which creates a trade-off between model performance and size
arising in LLM annotation. We will discuss the implications of this trade-off to motivate the idea of using
LLMs to generate high-quality annotations for fine-tuning smaller models.

We will also talk about how to pick which texts to annotate, and how to find examples that are especially
useful or different from each other, building on the topics covered on the first course day, especially
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document retrieval and clustering. Moreover, you will learn practical strategies for giving LLMs a few
examples, “few-shot prompting,” and for breaking down complex tasks into smaller, manageable steps,
“prompt chaining.”

You are encouraged to bring your own research ideas or problems. The lecturer will provide practical
materials, and you will have the chance to get individual feedback and support during 1-on-1 sessions
throughout the day.

Recommended literature

on scoring/scaling

mens_scaling_2024: Gaél Le Mens and Aina Gallego (2024). Scaling Political Texts with Large
Language Models: Asking a Chatbot Might Be All You Need. boi: 10.48550/arXiv.2311.16639.
arXiv: 2311.16639[cs]

benoit_using_2025: Kenneth Benoit et al. (2025). “Using Large Language Models to Analyze
Political Texts through Natural Language Understanding”. URL:
https://kenbenoit.net/pdfs/Benoit_etal_2025_AJPS.pdf

licht_scalar_2025: Hauke Licht et al. (2025b). Measuring Scalar Constructs in Social Science
with LLMs. pol: 10.48550/arXiv.2509.03116. arXiv: 2509.03116[cs]

on classification

ziems_can_2024: Caleb Ziems et al. (2024). “Can Large Language Models Transform
Computational Social Science?” In: Computational Linguistics 50.1, pp. 237-291. DOI:
10.1162/coli_a_00502

gilardi_chatgpt_2023: Fabrizio Gilardi, Meysam Alizadeh, and Maél Kubli (2023). “ChatGPT
outperforms crowd workers for text-annotation tasks”. In: Proceedings of the National
Academy of Sciences 120.30, €2305016120. pol: 10.1073/pnas. 2305016120

burnham_stance_2025: Michael Burnham (2025). “Stance detection: a practical guide to
classifying political beliefs in text”. In: Political Science Research and Methods 13.3,
pp. 611-628. DOI: 10.1017/psrm.2024 .35

mellon_ais_2024: Jonathan Mellon et al. (2024). “Do Als know what the most important issue
is? Using language models to code open-text social survey responses at scale”. In: Research &
Politics 11.1, p. 20531680241231468. poI: 10.1177/20531680241231468

on span/information extraction

stuhler_codebooks_2025: Oscar Stuhler, Cat Dang Ton, and Etienne Ollion (2025). “From
Codebooks to Promptbooks: Extracting Information from Text with Generative Large Language
Models”. In: Sociological Methods & Research 54.3, pp. 794-848. DO!I:
10.1177/00491241251336794

kasner_large_2025: Zdenék Kasner et al. (2025). Large Language Models as Span Annotators.
DOI: 10.48550/arXiv.2504.08697. arXiv: 2504.08697 [cs]

on advanced prompting techniques
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lelle_advanced_2025: Travis Lelle (2025). Advanced Prompt Engineering: Theory, Practice, and
Implementation. URL:
https://huggingface.co/blog/Travis-ML/advanced-prompt-engineering

Day 4 - 24. September 2026

Morning session: Transformer encoder fine-tuning

On the fourth day, we will build on what you have learned about LLMs by focusing on how to fine-tune
smaller language models using labeled data. We will start by explaining the key differences between
large generative models, like GPT or Claude, and smaller encoder-only models, like BERT, DeBERTa, or
ModernBERT, and why you might choose one over the other.

You will getanintuitive introduction to how the Transformer architecture works, especially how it creates
contextualized word embeddings. We will use a simple example, classifying sentences into policy topics,
to show how fine-tuning helps the model separate different categories in its internal map of language.

Inthe hands-on part, you will practice fine-tuning text classifiers with the transformers library in Python.
The lecturer will provide real labeled datasets for a variety of tasks, so you can apply your new skills to
real research problems, including multilabel classification, scoring, pairwise comparisons, and phrase
extraction.

Recommended literature

wankmuller_introduction_2022: Sandra Wankmdiiller (2022). “Introduction to Neural Transfer
Learning With Transformers for Social Science Text Analysis”. In: Sociological Methods &
Research, p. 004912412211345. pol1: 10.1177/00491241221134527

do_augmented_2022: Salomé Do, Etienne Ollion, and Rubing Shen (2022). “The Augmented
Social Scientist: Using Sequential Transfer Learning to Annotate Millions of Texts with
Human-Level Accuracy”. In: Sociological Methods & Research 53, pp. 1167-1200. DOI:
10.1177/00491241221134526

wang_finetuning 2023: Yu Wang (2023). “On Finetuning Large Language Models”. In: Political
Analysis, pp. 1-5. DOI: 10.1017/pan.2023.36

griswold_stay_2026: Max Griswold, Michael W. Robbins, and Michael S. Pollard (2026). “Stay
Tuned: Improving Sentiment Analysis and Stance Detection Using Large Language Models”. In:
Political Analysis 34.3, pp. 392-411. pol: 10.1017/pan.2025.10023

licht_detecting_2025: Hauke Licht and Ronja Sczepanski (2025). “Detecting Group Mentions
in Political Rhetoric A Supervised Learning Approach”. In: British Journal of Political Science 55,
€119. pol: 10.1017/S0007123424000954
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lin_using_2025: Gechun Lin (2025). “Using cross-encoders to measure the similarity of short
texts in political science”. In: American Journal of Political Science. pol: 10.1111/ajps.12956

timoneda_bert_2025: Joan C. Timoneda and Sebastian Vallejo Vera (2025). “BERT, RoBERTa, or
DeBERTa? Comparing Performance Across Transformers Models in Political Science Text”. In:
The Journal of Politics 87.1, pp. 347-364. pol: 10.1086/730737

Further reading

« methodological foundations: Vaswani et al. (2023) Devlin et al. (2019)
« prompting vs. fine-tuning evidence: Bucher and Martini (2024), Brandt et al. (2026), Licht et al.
(2025a)

Day 5 - 25. September 2026

Few-shot learning, further methodological considerations, and 1-on-1s

Onthe last day of the course, we will dive into advanced techniques for fine-tuning encoder models when
you have only a small amount of labeled data, “few-shot learning.” You will learn about two practical
approaches: Natural Language Inference (NLI) and Sentence Transformer Fine-Tuning (SetFit).

In the afternoon, we will discuss important issues that come up when using LLMs or classifiers to gener-
ate measurements for research. You will learn how errors in classification, like false positives and false
negatives, can affect the results of statistical analyses, and why using LLMs can sometimes introduce
risks similar to “p-hacking.” We will talk about strategies to recognize and reduce these risks.

Throughout the day, you will have the opportunity to work on your own research projects and get indi-
vidual feedback and support from the lecturer during 1-on-1 sessions.

Recommended literature

burnham_political_2024: Michael Burnham et al. (2024). Political DEBATE: Efficient Zero-shot
and Few-shot Classifiers for Political Text. pol: 10.48550/arXiv.2409.02078. arXiv:
2409.02078[cs]

laurer_less_2022: Moritz Laurer et al. (2022). “Less Annotating, More Classifying - Addressing
the Data Scarcity Issue of Supervised Machine Learning with Deep Transfer Learning and
BERT-NLI”. in

tunstall_efficient_2022: Lewis Tunstall et al. (2022). Efficient Few-Shot Learning Without
Prompts. pol: 10.48550/arXiv.2209.11055. arXiv: 2209.11055[cs]

egami_using_2024: Naoki Egami et al. (2024). Using Imperfect Surrogates for Downstream
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Inference: Design-based Supervised Learning for Social Science Applications of Large Language
Models. pol: 10.48550/arXiv.2306.04746. arXiv: 2306.04746 [stat]

baumann_large_2025: Joachim Baumann et al. (2025). Large Language Model Hacking:
Quantifying the Hidden Risks of Using LLMs for Text Annotation. pol:
10.48550/arXiv.2509.08825. arXiv: 2509.08825 [cs]

mclaren_magic_2026: Lorcan McLaren et al. (2026). Magic Words or Methodical Work?
Challenging Conventional Wisdom in LLM-Based Political Text Annotation. poi:
10.48550/arXiv.2603.26898. arXiv: 2603.26898 [cs.CL]
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