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Course description
Vast and increasing amounts of text data are available in digitized formats online and in public archives.
This presents exciting opportunities for social scientists to gain quantitative insights into the communi-
cation behavior of a broad range of societal actors, ranging from political parties to non-governmental
organizations. Mastering computational text analysis (CTA) thus has become an essential skill for so-
cial scientists.

This course develops students’ theoretical knowledge of and experience with applying CTA methods to
analyze text data and quantify communication behavior. Building on a solid understanding of the goals
and limitationsof quantitative content analysis and its relation toCTA, studentswill learndifferentmeth-
ods for analyzing texts computationally and how to implement them in theR programming language. In
particular, the course covers how to

1. convert unstructured text data into quantitative representations ready for statistical analyses
2. produce quantitative measures for texts with supervise, semi-supervised, and unsupervised

bag-of-words methods
3. apply deep learning methods like word embeddings and large language models (LLM)
4. critically evaluate application of CTA in political science and neighboring disciplines
5. align research questions, concepts, andmeasurement strategies in applied research

Courses goals

The courses goals are to

1. acquire a solid understanding of CTAmethods
2. gain practical experience with applying CTAmethods to real-world text data in R
3. develop the ability to critically assess the measurement quality andmethodological choices in

applied research
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Learning objectives

Upon successful completion of the course, students will be able to:

1. Understand the fundamental principles, goals, and potential limitations of CTAmethods.
2. Know how to describe, categorize, or score documents with bag-of-words methods.
3. Know the basics of texts scoring and classification with deep learning-based approaches.
4. Know how how to critically evaluate the quality of measurements generated with CTAmethods.
5. Implement these analysis in R.

Prerequisites

Study Program andModules

Students in the Bachelor’s Programme Political Science must have successfully completed each of the
compulsory modules 1 through 3:

1. positive assessment in module 1 Introduction to Political Science, and
2. positive assessment in module 2 Applied Methods of Social Science, and
3. positive assessment in module 3 Statistics

Students inother programsmay take the course aspart of theMinorMethods of Empirical Social Research
and should consult LFUonline to determinewhether theymeet the specific prerequisites for registration
in the VU.

Other prerequisites

• Mandatory participation in the first session on 10. March 2026, 9:45 – 13:00 CET. Failure to meet
this requirement will lead to de-registration from the course and a VIS status “cancellation
(unexcused)” (“Abbruch (unentschuldigt)”).

• Strong command of English. All course readings are in English, all discussions and presentations
will be in English, and participants are expected to write their final paper in English.

• Participation in at least 12 of the 7x2 sessions (given seven double sessions), regardless of reason
(this includes having a doctor’s note). If youmiss three or more sessions, you will receive a failing
grade (NGD5).
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Course Requirements

The coursework comprises

1. active participation during our meetings,
2. reading papers assigned as required readings,
3. two take-home assignments,
4. a final term paper

The take-home assignment and final term paper will be graded. The final grade will be computed by
applying the following formula:

final grade = 10%active participation

+ 25% take-home assignment 1

+ 25% take-home assignment 2

+ 40% final term paper

Required readings There are 2-3 required readings assigned for each double session. These readings
are academic articles, book chapters, and/or R programming tutorials. Copies of the readings will be
made available through OLATunless they are freely accessible online. Participants are expected to read
each reading listed as required before the respective session meeting. Participants should take notes
and bring them to class.

Take-home midterm exam After double sessions 3 (14. April 2026) and 5 (5. May 2026), participants
will work on graded take-home assignments. Participants will be required to implement and discuss
their implementation of the methods learned in the given blocks’ sessions. The first take-home assign-
ment covering the second topical block will be released on 15. April 2026, 12:00 CEST, and participants
must upload your solutions via OLAT by 23. April 2026, 23:59 CEST. The second take-home assignment
covering the third topical block will be released on 6. May 2026, 12:00 CEST, and participants must up-
load your solutions via OLAT by 18. May 2026, 23:59 CEST. Participants’ grades in the two take-home
assignments \alert{each contribute 25% to their final grade}.

Final term paper After the course, you will write a final term paper. In the term paper, you will be
expected to apply a method covered in the course to a dataset of your choice. The lecturer will provide
guidance to identify and source suitable datasets if needed.

You will be expected to report and present your application in a short paper of 2500–3000 words and
accompany your submission with your R code.

Your paper must discuss the following aspects:
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1. dataset description
2. the phenomenon you aim tomeasure and analyze
3. your research question and your motivation for studying it
4. your chosenmethod and your implementation of it
5. your results
6. potential limitations

The paper will be due on is 22. July 2026, 23:59 CEST, and you must upload your paper and code via
OLAT.

Reasons for cancellation of your participation

• You decide to drop the course: This option is available until the second session on 17. March
2026. Simply informme via email.

• If you do not participate in the first session: Should you not participate in the first meeting on
10. March 2026, you will be de-registered from the course (VIS/LFU online status “cancellation
(unexcused)” (“Abbruch (unentschuldigt)”).

• If you fail to meet the course prerequisites: Should you not fulfill the course prerequisites by
the secondmeeting, you will be de-registered from the course (VIS/LFU online status
“registration declined”/“Anmeldung abgewiesen”). ERASMUS students are an exception.

• If youmiss three or more sessions: If youmiss three or more sessions, you will receive a failing
grade (NGD5)

• If you violate the GenAI policy: Repeated violations of the AI policy liked above will lead to
failing the course (NGD5).
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Meeting dates and times

Wewill meet for double sessions on seven Tuesdays in either HS1 and SR1 (Theologie, Karl-Rahner-Platz
1) from 09:45 - 13:00.

Table 1: Meeting dates and times and important deadlines

Date Time Room

session 1 10. March 2026 09:45 - 13:00 HS I

session 2 17. March 2026 09:45 - 13:00 HS I

session 3 14. April 2026 09:45 - 13:00 SR I

take-home assignment 1, release 15. April 2026 12:00 CET
due 23. April 2026 12:00 CET

session 4 28. April 2026 09:45 - 13:00 SR I

session 5 5. May 2026 09:45- 13:00 SR I

take-home assignment 2, release 6. May 2026 12:00 CET
due 18. May 2026 23:59 CET

session 6 2. June 2026 09:45 - 13:00 HS I

session 7 16. June 2026 09:45 - 13:00 SR I

final term paper, due 22. July 2026 23:59 CET
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Sessions
The course is organized into 4 thematic blocks:

1. Introduction and basics (session 1): In this first block of the course, we will discuss the basic
concepts, principles, and assumptions of computational text analysis methods and why we use
them political science and neighboring fields. We will make first steps in processing unstructured
text data into quantitative representations with the quanteda R package.

2. Distinguishing between groups and categories (sessions 2 and 3): In this thematic block, we
will address questions like what distinguishes the texts of different groups of authors or periods
and how canwe developmodels that automatically classify texts into categories? In session 2 will
learn metrics for measuring word usage differences between groups of documents. In session 3 ,
we will focus on supervised learning. The block will be concluded by a take-home assignment.

3. Topic modeling (sessions 4 and 5): In this block, we will learn about methods for “discovering”
topical patterns in large text corpora with algorithms that require no (or only very little) prior
knowledge about relevant patterns in the documents under study. The block will be concluded
by a take-home assignment.

4. Deep learning approaches (session 6): In this block, wemove beyond bag-of-words analysis
and dive into the world of deep learning-poweredmethods We will learn about using generative
Large Language Models (LLMs) as annotators.

5. Concluding Block (session 7): In the con concluding session, we will discus how to connect
research ideas to text analysis methods. This will prepare students to develop their concepts for
their final term papers.

Block 1: Introduction and Basics

In this first block of the course, wewill discuss whywe use computational text analysismethods in polit-
ical science and neighboring fields and their basic concepts, principles, and assumptions. We will make
first steps in processing unstructured text data into quantitative representations with the quanteda R
package.

Session 1 (10. March 2026): Why computational text analysis

Topics:

• course structure, topics, and requirements
• basic concepts (corpus, document, tokens, bag of words)
• how to create a bag of words’ with quanteda
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• tokenization with quantada‘s tokens function and tokenization choices (’stop word’ removal,
punctuation removal, lower casing, etc.)

• the corpus and dfm objects in quantada
• the document-feature matrix

Preparation

• install R, RStudio, and the required packages (see the installation guide on Github)
• complete the required readings

Readings

required

grimmer_text_2013: Justin Grimmer and Brandon M. Stewart (2013). “Text as Data: The
Promise and Pitfalls of Automatic Content Analysis Methods for Political Texts”. In: Political
Analysis 21.3, pp. 267–297. DOI: 10.1093/pan/mps028

watanabe_tokens_2025: Kohei Watanabe and Stefan Müller (2025d). “Tokens”. In: quanteda
tutorials. URL: https://tutorials.quanteda.io/basic-operations/tokens/

watanabe_corpus_2025: Kohei Watanabe and Stefan Müller (2025a). “Corpus”. In: quanteda
tutorials. URL: https://tutorials.quanteda.io/basic-operations/corpus/

further readings Boumans and Trilling (2016), Wilkerson and Casas (2017), Atteveldt and Peng (2018),
Gentzkow, Kelly, and Taddy (2019), Schoonvelde, Schumacher, and Bakker (2019), Bonikowski and Nel-
son (2022), Grimmer, Roberts, and Stewart (2022), Ash and Hansen (2023), Nielbo et al. (2024), and
Bachl and Scharkow (2024)

Block 2: Introduction and Basics

In the secondblock of the course, wewill continue learning about processing unstructured text data into
quantitative representations with the quanteda R package. We will implement our first quantitative
text analyses using dictionaries. We will learn metrics for measuring word usage differences between
groups of documents. Andwewill learn how to develop algorithms that automatically classify texts into
categories.

The block will be concluded by a take-home assignment.
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Session2 (17. March2026): Keywordanalysisanddictionary-basedmeasurement

Topics:

• the document-feature matrix
• dictionary analysis in quanteda
• prevalence and popular transformations
• sentiment analysis
• constructing dictionaries

Readings

required

watanabe_document-feature_2025: Kohei Watanabe and Stefan Müller (2025b).
“Document-Feature Matrix”. In: quanteda tutorials. URL:
https://tutorials.quanteda.io/basic-operations/dfm/

watanabe_lookup_2025: Kohei Watanabe and Stefan Müller (2025c). “Look up dictionary”. In:
quanteda tutorials. URL:
https://tutorials.quanteda.io/basic-operations/tokens/tokens_lookup/

muddiman_reclaiming_2019: Ashley Muddiman, Shannon C. McGregor, and
Natalie Jomini Stroud (2019). “(Re)Claiming Our Expertise: Parsing Large Text Corpora With
Manually Validated and Organic Dictionaries”. In: Political Communication 36.2, pp. 214–226.
DOI: 10.1080/10584609.2018.1517843

further readings Gessler and Hunger (2021), Breyer (2023), and Proksch et al. (2019)

Session 3 (14. April 2026): Modelingword use differences and supervised classifi-
cation

Topics:

• discovering distinctive patterns in word use between groups of documents
• supervised learning basics
• Naive Bayes
• evaluation metrics

Preparation

• work through the notebook on classification evaluation metrics that will be made available via
on Github
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Readings

required

monroe_fightin_2008: Burt L. Monroe, Michael P. Colaresi, and Kevin M. Quinn (2008). “Fightin’
Words: Lexical Feature Selection and Evaluation for Identifying the Content of Political
Conflict”. In: Political Analysis 16.4, pp. 372–403. DOI: 10.1093/pan/mpn018

kuhn_discriminant_2013: Max Kuhn and Kjell Johnson (2013). “Discriminant Analysis and
Other Linear Classification Models”. In: Applied Predictive Modeling. Ed. by Max Kuhn and
Kjell Johnson. Springer, pp. 275–328. DOI: 10.1007/978-1-4614-6849-3_12. URL:
https://doi.org/10.1007/978-1-4614-6849-3_12

further readings ParkandMontgomery (2025), SilgeandHvitfeldt (2022), PetersonandSpirling (2018),
and Barberá et al. (2021)

Block 3: Topic modeling

In this block, wewill learn aboutmethods for “discovering” topical patterns in text data with algorithms
that require no (or only very little) prior knowledge about relevant patterns in the documents under
study. Specifically, we will focus on topicmodeling. The block will be concluded by a take-home assign-
ment.

Session 4 (28. April 2026): LDA topic modeling

Topics:

• the LDA topic model
• observed data and latent quantitaties
• LDA topic model estimation and interpretation in R

Preparation

• install the topicmodels R package

Readings

required
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quinn_how_2010: Kevin M. Quinn et al. (2010). “How to Analyze Political Attention with Minimal
Assumptions and Costs”. In: American Journal of Political Science 54.1, pp. 209–228. DOI:
10.1111/j.1540-5907.2009.00427.x

maier_applying_2018: Daniel Maier et al. (2018). “Applying LDA Topic Modeling in
Communication Research: Toward a Valid and Reliable Methodology”. In: Communication
Methods and Measures 12.2, pp. 93–118. DOI: 10.1080/19312458.2018.1430754

Denny and Spirling (2018)

further readings Blei (2012)

Session 5 (5. May 2026): Advanced topics in topic modeling

Topics:

• accounting for authorship and other metadata
• semi-supervising and ‘seeding’ topic models
• validating topic models

Preparation

• install the stm and keyATM R packages

Readings

required

roberts_structural_2014: Margaret E. Roberts et al. (2014). “Structural Topic Models for
Open-Ended Survey Responses”. In: American Journal of Political Science 58.4, pp. 1064–1082.
DOI: 10.1111/ajps.12103

eshima_keyword-assisted_2024: Shusei Eshima, Kosuke Imai, and Tomoya Sasaki (2024).
“Keyword-Assisted Topic Models”. In: American Journal of Political Science 68.2, pp. 730–750.
DOI: 10.1111/ajps.12779

further readings Greene and Cross (2017), Chen et al. (2023), and Bernhard-Harrer et al. (2025)

Block 4: Deep learning approaches

In this block, wemove beyond bag-of-words analysis and dive into the world of deep learning-powered
methods such as static word embeddings and generative large languagemodels. We will learn about th
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idea of representating texts in embedding spaces and how this enables using generative LLMs as anno-
tators.

Session 9 (16.12.2025): Word embedding basics

Topics:

• fromword frequency to ‘meaning’
• understanding the logic og word embedding
• the word2vec algorithm
• basic computations with word embeddings

Preparation

• complete the required readings
• work through short notebook on vector andmatrix alegebra basics and vector distance/similarity
measures

Readings

required

voita_embeddings_2025: Lena Voita (n.d.[b]). Word Embeddings. NLP Course | For You. URL:
https://lena-voita.github.io/nlp_course/word_embeddings.html

rodriguez_word_2021: Pedro L. Rodriguez and Arthur Spirling (2021). “Word Embeddings:
What works, what doesn’t, and how to tell the difference for applied research”. In: The Journal
of Politics 84.1, pp. 101–115. DOI: 10.1086/715162

further readings Gennaro and Ash (2022), Baroni, Dinu, and Kruszewski (2014), Caliskan, Bryson, and
Narayanan (2017), Garg et al. (2018), Kozlowski, Taddy, and Evans (2019), Rodman (2020), and Rheault
and Cochrane (2020)

Session 10 (13.01.2026): Large languagemodel (LLM) basics

Topics:

• understanding generative language models
• learn about chat completion and prompting
• first steps in code automation with LLMs in ellmer
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Preparation

• complete the required readings

Readings

required

voita_language_2025: Lena Voita (n.d.[a]). Language Modeling. NLP Course | For You. URL:
https://lena-voita.github.io/nlp_course/language_modeling.html

weber_evaluation_2023: Maximilian Weber and Merle Reichardt (2023). Evaluation is all you
need. Prompting Generative Large Language Models for Annotation Tasks in the Social Sciences.
A Primer using Open Models. DOI: 10.48550/arXiv.2401.00284. arXiv: 2401.00284[cs]

further readings Jurafsky and Martin (2025)

Session 11 (20.01.2026): Measurement with LLMs

Topics:

• using LLMs for text annotation tasks
• best practices in LLM-based annotation

Preparation

• complete the required readings
• short reading on the concept of a ‘policy pledge’ (used in practical in-class exercises)

Readings

required

cova_primer_2024: Joshua Cova and Luuk Schmitz (2024). A primer for the use of classifier and
generative large language models in social science research. DOI: 10.31219/osf.io/r3qng

ornstein_how_2025: Joseph T. Ornstein, Elise N. Blasingame, and Jake S. Truscott (2025). “How
to train your stochastic parrot: large languagemodels for political texts”. In: Political Science
Research and Methods 13.2, pp. 264–281. DOI: 10.1017/psrm.2024.64

further readings Mens and Gallego (2024) and Licht et al. (2025b)
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Block 5: Concluding block

In this concludingblock,wrapupand lookahead toadvanced topicsand futuredirections inquantitative
text analysis.

Session 12 (27.01.2026): Concluding session

Topics:

• wrap up and look ahead
• research thinking: linking research questions, concepts, measurement strategies, and data
sources

Preparation

• prepare to discuss your idea for the final term paper with the lecturer
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Software and Packages
We will use the R programming language in this course through the integrated development environ-
ment (IDE) RStudio.

Detailed guidelines for installing the relevant software are available on the accompanying Github page:
Github

Important: Students must install and set up R and RStudio before our first meeting. If you have any
question related to installing the software, please post your question to the course Forum in OLAT.

R packages

Wewill use the following packages in this module:

• Dependency management etc.:

– renv
– reprex

• Importing (text) data:

– readr
– readtext

• Text processing:

– stringr
– stringi
– quanteda
– quanteda.textmodels
– quanteda.textstats
– quanteda.textplots
– quanteda.corpora

• Specific CTAmethods:

– topicmodels
– stm
– keyATM

• Using LLMs

– ollamar
– ellmer
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• General data wrangling and visualisation:

– dplyr
– tidyr
– purrr
– ggplot2
– lubridate

In case of questions or problems

You will likely encounter concepts, methods, and software you might not have heard of or used before.
So it is natural that parts of this course might be challenging. The lecturer – and hopefully also your
peers – will assist you to overcome such challenges.

We will use the OLAT forum in this course to document and discuss any questions and problems you
may encounter in a course. Hence, you will be asked to post to the forum if you have a question or face
a problem related to the course content. (Other, personal issues that affect your course work should be
directly communicated to the lecturer via email).

Before you post to the forum

If you struggle to solve problems relating to R or RStudio, please try the following things below before
posting to the forum:

• Summarize the problem in your own words and then google this summary. If the problem relates
to R, add the word “rstats” to your search query. For example: how to import csv file in
rstats. I am almost certain that you find a solution to most of your questions.

• If your R code returns an error, Google the text of the error message. For example, you google the
error message rstats Error: "Can't subset columns that don't exist."

It is very likely that at least one other person faced the same problem before or received the same error
message and that there is an accepted solution in a forum like StackOverflow or so.

If this does not solve your problem, consider discussing the problemwith ChatGPT or another conversa-
tional AU or code assistant. If you choose to do so, verify the correctness of the provided solution based
on a minimum working example (MWE). If you cannot come up with an MWE, compare and discuss the
provided solution with the code of your peers. If this does not help you and your peers to determine the
correctness of the solution, post the problem and your solution attempt(s) to the forum.
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Posting to the forum

If the above steps do not help you to solve your problem or question, please ask your question in the
Slack channel devoted to this module. Your peers and I will help you.

Policies

Late submission

If a student submits an assignment late (i.e., after the deadline communicated in this syllabus), the fol-
lowing penalties will be applied:

• Submissions received at any time within four days after the submission deadline will be graded,
but the following penalties will apply:

– ≤ two days late⇒ 20% off the total points scored
– ≤ four (but > two) days late⇒ 40% off the total points scored

• Submissions receivedmore than four days days after the submission deadline date will not be
accepted and counted as a fail in the given assignment.

Regulations regarding extenuating circumstances apply.

Sharing solutions

Youmay discuss your code and with each other.

But do not:

• sharing solutions to assignments with peers. Reusing or recycling another students’ course work
in an assignment submission is considered plagiarism (see below).

• post your solutions to assignments in the OLAT forum. We will use the OLAT forum only to
document and discuss any questions and problems youmay encounter in this course, not to
share full solutions.
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Plagiarism

Plagiarism is not allowed in this course and will be penalized. Plagiarism means presenting someone
else’s words, ideas, or work as your own without proper acknowledgment or citation. “someone else”
could be a peer, another researcher, another human, or a generative AI (“Artificial Intelligence”) like a
coding assistant.

Depending on severity, plagiarism in assignment submissions will be penalized with 25% off the score
you achieved in this assignment or lead to a failing grade for the assignment.

Why? Plagiarism undermines trust credibility and the trust in academic work and institutions by creat-
ing doubts about the source(s) of originality and claims thereof. It is therefore generally considered an
ethical violation in academic, professional, and creative contexts.

AI policy

Generative Artificial Intelligence (genAI) are software tools that create new content based on user input
and pre-trained machine learning models. The use of genAU in this course is regulated by the AI policy
of the University of Innsbruck’s Computer Science Department: https://iis.uibk.ac.at/courses/
aipolicy

Most importantly, the following general rules apply:

• You are responsible for your course work (e.g., a term paper), regardless of the information
sources or tools you used to produce it.

• Youmust declare any use of GenAI for any specific part of your course work.
• Youmust document how you verified the GenAI output you use in your course work.
• Violations result in zero points for the course work in question. Repeated violations result in a
failing grade (“NGD5”) for the course.
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